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Abstract. In this paper we discuss Evolution Strategies within the con-
text of interactive optimization. Different modes of interaction will be
classified and compared. A focus will be on the suitability of the ap-
proach in cases, where the selection of individuals is done by a human
user based on subjective evaluation. We compare the convergence dy-
namics of different approaches and discuss typical patterns of user inter-
actions observed in empirical studies.
The discussion of empirical results will be based on a survey conducted
via the world wide web. A color (pattern) redesign problems from litera-
ture will be adopted and extended. The simplicity of the chosen problems
allowed us to let a larger number of people participate in our study. The
amount of data collected makes it possible to add statistical support to
our hypothesis about the performance and behavior of different Interac-
tive Evolution Strategies and to figure out high-performing instantiations
of the approach.
The behavior of the user was also compared to a deterministic selection
of the best individual by the computer. This allowed us to figure out
how much the convergence speed is affected by noise and to estimate
the potential for accelerating the algorithm by means of advanced user
interaction schemes.

1 Introduction

The research field of human-algorithm interaction (HAI) puts forward the in-
volvement of humans in algorithmic solution processes. In contrast to human
computer interaction the focus of this technology is on computational processes
that are assisted by users. In contrast to interactive software like text processing
systems or drawing software, the main structure of the solution process for the
higher level task is still governed by the algorithm. The user has to assist the
algorithm at some stages, that call for decisions based on subjective preferences,
or that require the insights of experts in a problem, the formalization of which
is often very difficult.

On a very global level we propose to distinguish between reactive or proactive

interaction, i.e. user feedback requested by the algorithm, or optional interven-
tions by the users into an autonomously running algorithm. An example for
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reactive feedback could be the request of an optimization algorithm on the sub-
jective evaluation of solutions by means of the user. Contrarily, an example for
proactive feedback would be given, if the user halts an optimization algorithm
that is in a phase of stagnation, changes some parameters, and lets it continue
with the changed settings. A boundary case for proactive feedback would be, if
the user simply decides to finish an algorithm and pushes some ’stop’ button
that terminates it.

Among the few algorithm classes that already integrate the user in the com-
putational process, interactive Evolutionary Algorithms (EA) are one of the
most well known. Applications range from arts [1] and music [11], to industrial
engineering applications [12, 7], mixture optimization [10], and prototyping in
product design [4]. An excellent overview on applications of IEA was given by
Banzhaf [4] and more recently by Takagi et al. [17].

In this paper we will mainly focus on the discussion of interactive variants
of Evolution Strategies (ES) [14, 16]. ES are instantiations of Evolutionary Al-
gorithms that are mainly used for the purpose of parameter optimization. In
particular they feature the self-adaptation of step-size parameters. This allows
to minimize the effort of the user as for many other EA the choice of the ad-
equate parameters can cause a significant problem for the unexperienced user.
Moreover, the self-adaptation makes it possible to automatically scale the be-
havior of the variation operator between a more exploratory coarse sampling or
a finer sampling, which is needed to achieve a high accuracy to the end of the
optimization.

ES have been already successfully applied for interactive optimization in
parametric design. In particular the pioneering work of Herdy [9, 10] in this
field should be mentioned here, who applied interactive variants of the ES to
various problems ranging from the design of color mixtures to the search for
coffee mixtures that meet a desired taste.

However, we belief that there are still many open questions with regard to In-
teractive Evolution Strategies (IES). For example step-size adaptation deserves
further attention, and the typical behavior of the user. Moreover, it is an inter-
esting question how a meaningful theoretical results for the IES can be achieved.
In this paper, we intend to provide contributions to these questions. In particu-
lar we discuss new methods of how to conduct research in IES, analyze the user
behavior in the selection process and study the feasibility of the self-adaptive
step size adaptation within this context.

Our discussion adopts a representative problem for IES, namely the re-design

of RGB colors by means of subjective evolution as suggested by Herdy [9]. The
problem can be easily extended by using color patterns instead of a single color.
Moreover, it can be easily explained to people participating in experimental
studies, and thus can be readily used for collecting statistical data.

The structure of our paper is as follows: After a short introduction to ES
(Section 2) we will compare different interaction modes for Interactive ES and
discuss issues related to the convergence theory of the IES (Section 3). We con-
tinue with a discussion of self-adaptive features 4 in ES and discuss their role
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in interactive evolution strategies. Finally, in section 5, we report on first sta-
tistical studies of self-adaptive IES on color (pattern) redesign problems. The
paper concludes (Section 7) with a summary of first results and an outline of
some open questions for future research, some of which will be motivated by the
results presented in this study.

2 Evolution Strategies

Next we will describe the (µ, κ, λ)-ES, a modern instantiation of the ES. The
main loop of the (µ, κ, λ)-ES reads as follows: The algorithm starts with the
initialization of a population (multi-set) P0 of µ individuals (objective function
vectors + mutation parameters). The initialization can be done uniformly dis-
tributed within the parameter space. P0 forms a starting populations, and within
subsequent iterations a series of populations (Pt)i=1,2,... is generated by means
of a stochastic procedure: In a first step of this procedure λ random variations of
individuals in Pt are generated by means of a variation operator, the details of
which we will describe later. The new variants form the population Qt (offspring
population). Then, among all individuals in Pt and Qt the µ best individuals
that have not exceeded a maximal age of κ generations are selected by means of
a selection criterion. In case of κ = 1 the strategy is termed (µ, λ)-ES, while in
case of κ = ∞ we denote it with (µ + λ)-ES.

The variation-selection process is meant to drive the populations into regions
of better solutions as t increases. However, there is no criterion that can be used
to determine whether the best region was found (except in cases with a pre-
defined goal or bound on the objective space). Hence the process is usually
terminated if the user decides to stop it, e.g. because of his/her time constraints
or because of a long time stagnation of the best found value.

Next, let us describe the variation operator that are used to generate off-
springs. Individuals within the ES (if applied for continuous optimization) con-
sist of a vector of decision variables x = (x1, . . . , xnx

) ∈ R and a step-size vector
s = (s1, . . . , sns

) ∈ R
+ that is used to scale the mutation distribution of an

individual.
A mutation algorithm with a single step-size is described in algorithm 1.

First the step-size of the parent individual is multiplied by a constant factor,
the value of which can be 1, α or 1/α depending on a random number. Then
this step-size of the new individual is used to obtain the decision variables of
the new individual. These are obtained by adding an offset to the correspond-
ing value of the original individual. The value of this offset is determined by
a standard normal distributed random number. The idea behind this mutation
operator is that decision variable vectors that are generated with a favorable
step-size are more likely to be part of the next generation, and thus also the
information about the step size that was used to generate them is transferred to
that generation. The process of mutative step-size adaptation was investigated
in detail by Beyer et al. [5]. Due to his findings, simple adaptation rules like the
2-point or 3-point mutation for the step sizes serve well, whenever only a few
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iterations of the algorithm can be afforded. For a higher number of iterations,
say tmax � 100, more sophisticated adaptation mechanisms should be consid-
ered for the parameters of the mutation. State of the art techniques include the
individual step size adaptation by Schwefel [16] and the covariance matrix adap-
tation (CMA) by Hansen and Ostermeier [8]. Note, that in order to allow for
a mutative step-size adaptation, a surplus of offspring individuals needs to be
generated in each generation. The recommended ratio of µ/λ ' 1/7 leads to a
good average performance of the ES in many cases [16].

Algorithm 1 Generate λ offspring via 3-point mutation

1: Q = ∅
2: for i ∈ 1 . . . λ do

3: choose (x, s) randomly out of Pt

4: u← uniform(0, 1) // uniformly distributed random number between 0 and 1

5: s′

1 ←
s1α if u < 1

3

s1/α if u > 2

3

s1 otherwise
6: for j ∈ {1, . . . , nx} do

7: x′

j = xj + s′

1 · normal(0, 1)
8: /* normal(0,1) generates standard normal distributed random number */
9: end for

10: end for

11: Q = Q ∪ {(x′, s′)}

3 Interactive Evolution Strategies

3.1 Interaction modes

There are many possibilities to integrate user interaction in the ES. In general,
we can distinguish between reactive and proactive feedback. Reactive feedback
is feedback requested by the algorithm, e.g.

– the user might be asked for evaluation (grading) of offspring individuals
– the user is asked for selecting individuals

– the user is asked for generating variants

In contrast to this, proactive feedback denotes an optional intervention by the
user, e.g.:

– he/she might change the step-size parameter actively, e. g. after watching
the search process stagnate

– he/she might insert a new individual into the population or actively change
the variables of an individuals
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In this paper we are more interesting in strategies with reactive feedback and the
only proactive feedback will be given, when the user decides to stop the search
process.

Three straightforward types to implement a selection procedure would be (1)
to grade all individuals and let the algorithm select the best variations, (2) to
sort all individuals, (3) to simply mark the µ best individual(s) as suggested in
[9].

In order to compare these alternatives, let us introduce the decision effort as
the number of possible choices the user has within one selection step. It seems
reasonable to assume that this measure correlates positively with the felt effort
by the user for conducting one selection. Following the procedure 1 would result
in (Ng)

λ possibilities, if Ng represents the number of possible grading levels.
For the second alternative the user has to choose among λ! possible sequences,

while for procedure 3 the number of possibilities reduces to
(

λ
µ

)

= λ!
(λ−µ)!µ!

possibilities. Accordingly, the decision effort for the latter would be the lowest
(assuming λ < Ng). For µ = 1 it even reduces to λ alternatives. Since, the
user’s time is usually limited in the following, we will focus on a strategy that
minimizes the user’s effort, namely alternative 3 and µ = 1. Before discussing
some experimental results with the latter strategy, let us first explore some
further possibilities to conduct theoretical research on the behavior of interactive
ES.

3.2 Bounding the convergence behavior

A problem when deriving a theory of interactive algorithms is that the behavior
of the user is highly difficult to model. However, in the remainder of this section
we explore possibilities to derive some meaningful theoretical results for the
theory of IEA without explicitly modeling the user.

A model that is frequently used for the analysis of ES is that of a markov
chain. A markov chain can be viewed as an autonomous stochastic automaton
(S, Pr{s′|s}), where S denotes a state space, and Pr denotes a function that
assigns a probability to each state transition from a state s ∈ S to a subsequent
state s′ ∈ S, Accordingly, ∀s ∈ S :

∑

s′∈S Pr{s′|s} = 1. By setting S = I
µ,

i.e. the space of possible parent populations, evolutionary algorithms on a finite
search space can essentially be modeled as Markov chains. This allows to obtain
results about the limit behavior and average behavior on some test problems
(e.g. [3]).

It was suggested by Rudolph [15], to extend this model to a stochastic
mealy automaton with deterministic output, whenever interactive evolution-
ary algorithms are to be modeled. Such an automaton can be denoted with
(S, X, Pr{s′|s, x}), where X denotes a set of input symbols. Now, the probabil-
ity function Pr{s′|x, s} denotes the probability that under the condition that
the current state is s and the user inputs the symbol x the next state will be s′.

An interesting observation is that given a stream of inputs, the behavior of
this strategy is reduced to that of a Markov chain again, where by the input
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stream becomes part of the deterministic formulation of Pr. This allows us to
separate the analysis of the interactive part from the, still stochastic, remaining
part of the algorithm and, for instance, provides us with an means to analyze the
best case behavior of a strategy for some target function f , by minimizing the
expected distance E(∆t|w, f) to a desired target solution ∆t over all possible
user inputs w ∈ Xt for a pre-described number of iterations t:

E(∆t|w
∗, f) = min

w∈Xt

E(∆t|w, f). (1)

Here X is for instance the space of all sequences of numbers between 1 and λ,
in case of a simple selection scheme and µ = 1. This convergence time of an
’ideal user’ can be compared on test-cases with known result to the measured
convergence behavior of an interactive ES in order to find out whether the user
does the selections in an optimal way. If so, it is likely that the implementation of
the algorithm marks the bottleneck of the convergence speed and it is not within
the hands of the user to further improve the convergence speed. Otherwise, if
the convergence speed of the ’ideal user’ is indeed much faster than that of the
interactive strategy, providing the user with selection aids or integrating some
smart user monitoring strategy might help to further increase the algorithmic
performance.

However, even for quite simple variant of interactive ES, the computation
of an ideal user behavior might be a challenging task as in every step there are
at least λ possibilities to choose the best individual, resulting in an exponential
number of at least λt possibilities for input streams up to the t-th iteration. In
some cases it might be possible to make the best choice in each iteration by
means of theoretical considerations. It shall also be noted here, that it suffices
to find a computer-based selection strategy that performs much better than the
interactive ES to motivate the potential of further improvements of the user
interaction. Later, we will give an example for such an analysis.

In summary, it seems that only in a few, very simple cases it will be possible to
get meaningful results from a convergence theory of interactive ES and empirical
results will likely play an important part in the dynamic convergence theory of
these algorithms, even if we assume the ’ideal user’.

Another theoretical question that can be easily addressed would be to check
if the strategy can converge globally. This would be the case, if the user can,
in principle obtain any given starting point obtain any other state with a finite
probability and a finite number of inputs, independent of the settings of the
strategy parameters. However, such kind of considerations tell us nothing about
the practically important convergence time, but it can well serve, to discard cer-
tain variants of interactive ES. For constant step sizes the result of probabilistic
convergence in limit for regular target functions and ideal users is simply in-
herited from the theory of the non-interactive ES, provided that the best found
solution is archived in case of a comma strategy. Moreover, the result can be ex-
tended to the self-adaptive case if the step-size is bounded below by a minimal
positive step size [5].
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4 Self-adaptation and Interaction

One of the questions addressed in this paper is, whether self-adaptive mecha-
nisms of the ES works well for the interactive ES. With regards to this, there
are some important differences between the standard ES and the interactive ES.

First of all, for the standard ES in continuous spaces, the precision of an
optimum approximation can, in principle, get arbitrarily close. In applications
of the interactive ES, the subjective nature of the objective function usually
forbids an arbitrary close approximation of some solution. The reason for this
is that in many cases the user will not be able to measure arbitrarily small
differences in quality. For example, when comparing two colors, a human will
perceive two colors as equal if their distance is below a just noticeable difference.
The concept of JNDs is quite frequently discussed in the field of psycho-physics,
a subbranch of cognitive psychology [2]. It is notable, that the JND depends on
the intensity and complexity of the stimulus presented to the user. Moreover, it
has been found that the lower the difference between two stimuli and the more
complex the stimuli are, the more time it takes for the user to decide upon the
similarity of two patterns. We will come back to this results, when we discuss
the empirical results of our experiments.

Another difference between the standard ES and the ES with subjective se-
lection criterion is that the user’s attention level will decrease after a while. For a
theory of attention we refer to Anderson [2] and Reason [13]. Hence, the number
of experiments is usually very limited and very fast step-size adaptation mecha-
nisms have to be found, and only a few parameters of the mutation distribution
can be adapted.

Moreover, as discussed above, the amount of interaction should be minimized,
e.g. by choosing a simple selection scheme. This might prevent the use of step-size
adaptation strategies that demand for numerical values of the fitness function
value. A performance measure would be based on the number of selections made
by the user, rather than on the number of function evaluations.

5 A color redesign test-case

To study the effect of a human as fitness function and selection mechanism, a
small experiment was constructed. An evolutionary algorithm was implemented
in the form of a JAVA applet for the simple problem of finding the RGB values
of a certain color or combination of colors (see figure 1). In this experiment the
user selects one color or color pattern out of several alternatives that is closest
to a given target color. This selection is then used as a parent for the next
generation of alternatives that the user can choose from. When the user thinks
the algorithm will not improve the results any more he/she can choose to stop
the search by clicking the ’Done’ button. All data collected in this applet is then
send to a database and can be used for this research.

A one dimensional experiment was conducted using squares with only one
color and a two dimensional experiment was done by having a left and a right
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color in the same square (see figure 1). Comparing these two experiments might
give insight into the scalability of this type of experiment.

The whole faculty was asked to help with this experiment by running this
applet in a web browser. About 200 runs were collected this way and the findings
in the paper are based on these runs. This experiment was then also carried out
using an ’ideal user’ in the form of a computer program that would always select
the color with the smallest Euclidian distance to the target color. Note, that
this strategy maximizes the convergence speed in case of an ES with constant
step size. Having data on both a deterministic selection compared to a human
selector, provides us with insights of whether the user selects individuals in a
way that maximizes the convergence speed.

Two different algorithms were used. One with a fixed step size and one with a
self adapting step size. Three different stepsizes were used in the fixed algorithm:
10, 20 and 40. Note that RGB values can range from 0 to 255, that makes the
relative stepsizes approximately 0.039, 0.078 and 0.156. For the self adaptation
the 3 point step-size mutation scheme by Rechenberg was employed with α = 1.3
(cf. algorithm 1).

When the applet is started an algorithm is randomly selected for that run.
The user will only know what algorithm was selected after the experiment so
that the user will not be influenced by that knowledge. The random generation
was done in such a way that 50% of the runs were done with the Rechenberg
algorithm and 16.667% of the runs for everyone of the three fixed step-size al-
gorithm.

The target color was fixed in all the experiments to make them comparable
and was chosen to be [R = 220, G = 140, B = 50] so that every component of
the color was neither close to the variable bounds 0 and 255 nor equal or close to
any other component. Our choice happened to be a brownish version of orange.

6 Results

First results we collected with our JAVA applet, by the help of many users who
participated in the experiment, are displayed in figures 2 and 3. Next, we will
discuss these results one by one.

Figure 2 shows the average function values for the different strategies. Note
that not all runs had the same length. Some people put more effort into finding
a better result than others. This is all part of the effect of using humans instead
of a computer. Conclusions based on this data should take this into account. It
is also notable that users took on average 5 seconds for a selection and hardly
proceeded more than 40 iterations.

The plot in figure 2 shows that self adaptation seems to outperform all the
other algorithms, with human selection as well as with the computer selection.
The fixed algorithm with step-size 20 seems to converge a lot faster in the begin-
ning though and stagnate after 10 iterations. This effect is also very plain with
the computer selection. There the fixed is quicker until generation 10 and then
self adaptation closes the gap and overtakes. The computer selection was also
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Fig. 1. Subjective selection dialogue with user: The upper figures show the initial color
patterns (single color (left) and two-color test case (right)) and the lower figures show
color patterns at a later stage of the evolution. The bigger box on the left hand side
displays the respective target color, and in its center a small box is placed displaying
the selected color. Once the user presses the NEXT bottom a selection gets confirmed
and a new population will be generated and displayed. If the user is finally satisfied
with the result he/she presses the Done button, in order to stop the process.
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Fig. 2. The convergence behavior of different ES obtained in the online experiment.
The upper figure displays results for a single RGB color, and the lower figure results for
two different RGB colors. The number of iterations depends on the number of iterations
the at least two of the users spend until terminating the experiment.



10 Michael Emmerich

0

5

10

15

20

25

30

35

40

0 5 10 15 20 25 30 35 40 45

M
ea

n 
st

ep
 s

iz
e

Number of iterations (selections)

Single Color
Two Color

 0

 10

 20

 30

 40

 50

 60

 70

 0  5  10  15  20  25  30  35  40

R
M

S
 o

f s
ep

ar
at

e 
co

lo
rs

Number of iterations (selections)

Left color
Right color

Fig. 3. The left plot shows step-size adaptation in interactive ES for single color and
two-color example. The right plot displays the history of a typical run of the two color
problem. The distance of the two colors to the target color is displayed over the number
of iterations. Note the divergence of the left color after 20 iterations.

run on the three different fixed step sized, but step size 10 was by far the best
in both the one dimensional and the two dimensional case. We note here, that
it is hard to figure out a-priori what is a good step size for an experiment with
subjective evolution, and thus a self-adaptive step size will be always a favorable
solution if no additional problem knowledge is given.

The two dimensional plot is a bit different though. Here a fixed step size of 20
seems to be the better choice. Self adaptation performs well in the beginning best
here but after 20 iterations the error seems to go up again. This is a unexpected
effect that only seems to occur with the self adaptation in the two dimensional
case if a human selection is used. In the case of the computer selection this effect
is totally absent and self adaptation outperforms all the fixed step-sizes.

In an effort to explain this effect figure 3 (right) shows the error of both
colors separately in a typical run of self adaptation using human selection. Note,
how both errors seem to converge nicely up until generation 20. From that point
onward only the right color seems to converge to an optimum whereas the left
color is actually moving away from the optimum. This suggests that this shows
how a human might try to use a certain strategy to optimize two dimensions. In
this case it seems the user tried to optimize the right color first and worry about
the left color later. Although this seems a feasible strategy, the self adaptive
algorithm has some problems with that. The total error goes up, the step-size is
stagnating and even increasing a bit (as figure 3 (left) shows).

What figure 3 also shows is that the step-sizes are decreasing at the same
rate in the one dimensional problem as they do in the two dimensional problem.
It seems though that in the two dimensional problem the step-size starts of a
bit higher.

The fact that the computer selection outperforms the human selection is not
very surprising, as the selection could be viewed as a noisy selection method.
However, it is quite surprising how much this noise influences the algorithm.
A conclusion from this is that there might be still a great potential for im-
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provements of the performance, that might be reached by assisting the user and
diminishing the noise. Moreover, when analyzing the noise, there seems to be
more to it than just adding noise to a fitness function. The results suggest hu-
mans use strategies that are based on some outside knowledge or even feelings
that influences self adaptation in an unfavorable way. Moreover, cognitive re-
strictions of humans with regard to attention and just noticeable differences will
have to be taken into account when modeling this noise.

7 Conclusion

This paper contributes to the analysis of Interactive Evolution Strategies (IES)
with subjective selection criteria. The approach has been related to the context
of human algorithm interaction. Differences between interactive evolutions to
non-interactive ones were pointed out, including a discussion of different ways to
analyze these methods. In particular, we compared different forms of interaction,
e.g. by means of the decision effort criterion, and suggested concepts to obtain
bounds on the performance of interactive EA. Here we introduced the concept
of an ’ideal user’ that can be used to estimate the potential for improvements in
the interactive part of the algorithm.

In the empirical part of the paper we added new results to the experimental
work started by Herdy [9] on a color re-design test case. The experiment was
extended by a two-color redesign example. A JAVA applet implementing the IES
on the color test cases was developed and used in an internet survey to obtain a
significant number of results from different users.

The results clearly indicate the benefit of the step-size adaptation. Strategies
that work with step-size adaptation turned out to be more robust and diminish
the risk to choose a completely wrong step size. It is notable within this context,
that the employed 3 point step-size adaptation proved to be beneficial for a very
small number of less than forty generations.

By comparing to the results obtained with an ’ideal’ user’s selection scheme,
we could show that the users did hardly select individuals in a way that maxi-
mizes the convergence speed. This adds evidence to the fact that the noisy nature
of the user-based selection is harmful to the algorithm’s behavior. However, this
result can also be interpreted in a positive way, as it shows that there is still much
room for improvements for the user interaction. For instance decision aids, noise
reduction strategies, or smart user monitoring strategies might help to further
increase the performance of the IES.

We also note, that the kind of selection errors made by the users can hardly
be modeled by standard noise models like constant gaussian distributed offsets
to the objective function values. The noise function seems to be time dependent
and dependent on the distance to the target values.

For more complex targets another aspect has to be taken into account when
modeling the user: An insight we got from observations for more complex target
definitions (two color example) was that the user starts to use some strategy, e.g.
to first optimize the first and then the second color. Such kind of user behavior
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has rarely been addressed in the context of interactive evolutionary algorithms
and deserves further attention.
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